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General virtualization 
requirements



General Virtualization Reqs

»Isolation
•Security
•Robustness

»Fairness
•Shared CPUs require preemption

»Virtualized system services
•Saves on hardware requirements

•Virtualized consoles, storage, network



Server vs Embedded Virtualization

»Server Virtualization
•Each partition likely to run full OS w/ workload
•Micropartitioning

•Many small partitions on a larger hardware 
configuration

•Virtual I/O critical
•Dedicated devices to partitions too costly

•Dynamic reconfiguration
•Changing partition configurations at runtime 
depending on requirements



Server vs Embedded Virtualization

»Embedded Virtualization
•Consolidating separate designs onto one package
•Mixed environments (Linux/RTOS/custom SW) 

•For example data path / control path separation

•Static resource allocation
•Response times and service guarantees important
•In simplest cases, make tradeoffs for isolation

•Keep one component from bringing down the whole 
machine in case of bugs



Paravirtualization vs full virtualization

»Paravirtualization
•Requires OS kernel changes
•OS kernel calls hypervisor for certain services
•Virtualized devices (console/storage/network)

»Full virtualization
•Looks like real hardware to partitions
•Hypervisor traps and emulates privileged operations
•Emulates some devices (console/storage/network) 



CPU Virtualization

»Adds another privilege level
•Hypervisor state  (Hypervisor) 
•Supervisor state (OS kernel) 
•Problem state  (OS userspace) 

»Certain resources only available to hypervisor
•Those that would affect other partitions if allowed

» MMU changes
•Real Mode Offset / Virtual Real Mode

» Interrupt / Decrementer changes
•HDEC, Mediated External Interrupts

» Hardware registers to track current partition ID



System Virtualization

»Isolation requirements
•Keep buggy driver in one partiton from bringing 
down other partitions

•I.e. bad DMA address going to random memory

•Buggy or malicious?
•If OS controls devices, don't let them break isolation 
through that path
•Must isolate between partitions for onchip resources as 
well

»Can't isolate?
•Make hypervisor manage it
•Twice the software work

•Hypervisor driver, virtualized OS driver

•Some  allow a trusted partition full hardware access



System Virtualization

»Basic building blocks
•I/O address isolation and/or translation

•Similar to virtual addressing in processes

•I/O address translation cannot be system wide for 
isolation reasons

•Any device could get through current translations into 
other partitions

•Interrupt virtualization
•Deliver to the right partition
•Provide IPI services for SMP partitions

•Fairness
•Bandwidth allocation



Virtualization features of 1682M



CPU Virtualization of PA6T

»PA6T implements full PPC 2.04 ISA (server) 
»Extensive server-grade virtualization support

•Hypervisor privilege levels
•RMO / Virtual Real Mode
•Mediated External Interrupts

»Not the main topic of this talk



System Virtualization of 1682M

»IOMMU
•Translation and isolation

»PCI-Express Virtualization
•Peer-to-peer traffic within partitions

»DMA Controller
•Ethernet
•Functions
•Crypto



1682M IOMMU

»Single IOMMU controls all DMA translations
•Inbound accesses from PCI-Express
•DMA Engines (Network, Functions, Crypto) 
•Special features to provide isolation
•Does not cover LPC, Localbus, Simple DMA

»256MB, 2GB or 256GB total address space
»1- or 2-level page tables

•1-level uses 4M / 32M / 2G pages
•2-level uses 4K pages grouped by 4



1682M IOMMU, contd

»Hypervisor validation of translated addresses 
required

•Similar to regular MMU
•OS calls Hypervisor to instantiate mappings

»Peer-to-peer traffic among root ports in the 
same partition is allowed

»Nontransparent Bridge (NTB) mappings can 
redirect an inbound mapping to a PCI-e 
target instead of to memory



1682M IOMMU, contd

»1st level index always 6 bits
»Regular use: top 6 bits of bus address

•64 global entries
•256MB / 2GB / 256GB bus address space

»For partition-assigned root ports and DMA 
channels, top 3 bits partition id, 3 bits from 
bus address

•8 entries per partition
•256MB / 16GB bus address space per 
partition



1682M IOMMU, contd

»Top 2 bits of first lookup determine type of 
entry

•00: No mapping
•01: Regular (2-level) mapping
•10: Big page (1-level) mapping
•11: Reserved

»In resulting address of level 1 / 2 entry, top 
bits define the type:

•00: No mapping
•01: NTB-style mapping (destination PCI-e) 
•10: Regular mapping
•11: Regular mapping (allocate L2 for data) 



1-level page tables



2-level page tables



PCI-Express virtualization

»Per-root partitioning
•Configured by hypervisor
•Accesses from another partition

•Discard writes
•Return 1's on read
•Standard PCI code will see no device at 
address

»Outbound addresses
•Controlled by hypervisor
•Or mapped by guest (4K per port) 



DMA virtualization

»Flexible partitioning options
»Dedicate a whole channel to a partition

•Full register access, everything translated
•Some registers protected by hardware to 
not be writable (translation disable, etc) 
•Suitable for function, crypto and dedicated 
network interfaces



DMA virtualization, contd

»Shared network interfaces
•TX channels per partition

•Buffers in partition-local memory

•RX interface shared
•RX buffers in shared memory
•Filters can direct buffers directly to the right 
partition
•Mapped in read-only in partition
•Or copied (manually or via DMA function) 

•Could allow for a no-interaction setup with an 
extra copy into partition local memory
•Still needs hypervisor interaction for cleaning 
up used buffers



Examples



Virtualization examples

» Server type 
partitioning

» Several shared-
processor partitions

» Some dedicated I/O
» Some virtual I/O 

(hosted by one or 
several partitions) 
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Virtualization examples

» Dedicated partitioning 
» Bringing 2 independent 

systems onto one 
package 

» 2 independent images
» Little or no 

virtualization-
awareness in each 
partition

» Only dedicated 
hardware, no virtual 
drivers
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Virtualization examples

» Simple control/data 
path application

» Very simple loop on 
second core

» Support/drivers from 
within RTOS or linux 
on first core

» Custom solution
» Tuned for specific 

workload (network 
offload, etc) 
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Debugging of partitioned 
systems



Debugging of partitioned systems

»Software based with Hypervisor support
•Debug one partition via GDB through 
hypervisor
•Requires HV support (or temporary debug 
changes) 
•Benefits: Mostly full state access 
(memory/registers) 
•Fits well with shared cpu setups where 
state is already tracked



Debugging of partitioned systems

»Hardware assisted debugging
•1682M address monitors

•Can catch invalid memory references
•Debug hypervisor itself, or trusted guests

•1682M generic debug features
•Retire PC trace (code flow, timing, etc) 
•Bus activity traces (memory references) 

•JTAG / external hardware debugger
•Mostly for lowlevel problems
•Debugging of hypervisor software



More information



Contact P.A. Semi

»For further information, please visit P.A. Semi web 
site at: http://www.pasemi.com/

»Kindly direct sales inquiries to pasales@pasemi.com

»Full contact information:
P.A. Semi, Inc.
3965 Freedom Circle, Floor 8
Santa Clara, CA 95054-1203
USA
Main: (408)200-4500
Fax: (408)200-4501
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