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ABSTRACT

Tomographic image reconstruction is computationadlyy demanding. In all cases the backprojectigma®ents the
performance bottleneck due to the high operationaht and due to the high demand put on the meswrgystem. In
the past, solving this problem has lead to the @mgntation of specific architectures, connectinglsation Specific
Integrated Circuits (ASICs) or Field ProgrammablatésArrays (FPGAS) to memory through dedicated tEgbed
busses. More recently, there have also been attémptse Graphic Processing Units (GPUs) to perfone
backprojection step.

Originally aimed at the gaming market, IBM, Toshidad Sony have introduced the Cell Broadband En@f&E)
processor, often considered as a multicomputer arhip. Clocked at 3 GHz, the Cell allows for a tredizal
performance of 192 GFlops and a peak data transferover the internal bus of 200 GB/s. This penfonce indeed
makes the Cell a very attractive architecture figplementing tomographic image reconstruction athors.

In this study, we investigate the relative perfonc®of a perspective backprojection algorithm wingplemented on a
standard PC and on the Cell processor. We compase tresults to the performance achievable withAsPiased
boards and high end GPUs.

The cone-beam backprojection performance was asbdgs backprojecting a full circle scan of 512 pations of
1024x1024 pixels into a volume of size 512x512xga@Rels. It took 3.2 minutes on the PC (single CRW is as fast
as 13.6 seconds on the Cell.
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1 INTRODUCTION

Cone-beam image reconstruction as proposed by &®idkis computationally very demanding. In most anabti
methods the backprojection represents the perfarenhaattieneck due to the high operational counttaritie resulting
high demand put on the memory subsystem. In thig galsing this problem has lead to the implemeatedf specific
architectures, connecting ASICs or FPGAs memory through dedicated high speed bussese Marently, because
those devices offer a very high memory bandwidtieré have also been attempts to use graphic pingessits
(GPUs) to perform the backprojection step

The aim of this investigation is to implement a 8Bne-beam perspective backprojection algorithmtfer Cell
processor and to benchmark its performance agatis¢r alternatives, such as PC, FPGA or GPU-based
implementations.

The paper is organized as follows. Section 2 intoed the perspective backprojection algorithm. il

expressions and implementation details are disdusSeecifically, this section contains the desaiptof the
implementation alternatives that can influence gheformance of the backprojection step. In addjtsection 2 also
contains the description of the different hardwglegtforms. Section 3 provides the performance assest method
and the performance values achieved with the diffehardware platforms. Section 4 discusses thdtsesbtained
with alternative architectures, based on FPGAsGRUs.

2 METHODS AND MATERIAL
2.1 Hardware

2.1.1 PC platform

Our reference backprojection implementations rumatandard PC with a single Xeon processor cloekéd06 GHz
and a front bus side at 533 MHz.



2.1.2 CBE board

Several Cell based products are now available emtarket, ranging from standalone servers to PQk&ss (PCle)
acceleration cards, in single processor or dual SWdtessor configurations. We have selected tothseCell

Accelerator Board (CAB) from Mercury Computer Sysgefor the purpose of this study (Figure 1). Thardacan be
plugged into a standard PC with adequate coolird) power supply. Running a Yellow Dog Linux, the ICisl

accessible over standard communication schemesghithe Gigabit Ethernet (GE) link or over PCle.

The board is build around a powerful South Bridfewdng for simultaneous data transfer transactitmsake place
between the CBE processor, main memory, GE and.Rdllgansactions can run at the maximum speeoat by
the medium or bus device. The CBE processor hassado 1 GB of RamBus memory (XDR) for random axeesl
Direct Memory Access (DMA). In addition, it can uge to 8 GB of DDR2 memory through DMA only.
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Figure 1: Structure of the Cell Accelerator Board

The CBE articulates one PowerPC Element (PPE) and eighergistic Processing Elements (SPEs) around a high
speed Element Interconnect Bus (EIB) and is theeefonsidered as a multicomputer on a chip (Fi@)r&locked at

3 GHz, the CBE allows for a theoretical performantd92 GFlops and a peak data transfer rate dneeimternal bus

of 200 GBY/s.

This performance makes the CBE a very attractiehitacture for implementing tomographic image restarction
algorithms. Each SPE consists of one Synergistacdasing Unit (SPU) with 256 KB of Local Store (L&)d a
Memory Flow Controller (MFC) that notably allowsrfasynchronous DMA operations. The Coherent Interfalows
for SMP operations for dual CBE configuration bsitbeyond the scope of this study since we are ingnim single
processor mode.

SPE SPE SPE SPE

DR TR R R

L1

PPE

C1 N
[I[e]

Interface

EIB
-
-

( )
~—/

Coherent
Interface

Interface

XDR DRAM <}
-

e | el o<

SPE SPE SPE SPE

Figure 2: Architecture of the CBE Processor

2.1.3 FPGA based board

Mercury Computer Systems introduced in 2003 an FP@ged system with one FPGA and two PowerPC (PRBO),7
packaged as a PCI board. Each PPC has up to 256fMMBRAM and a compute node ASIC for assistancdaita
movements (Figure 3). Several boards could be auedbior a scalable system, linked by a RACE++ guBnect.



Typical applications running on this board would ube PPC processors for controlling the procesdormge on the
FPGA, handling exceptional processing cases anlihdeaith pre and post processing tasks. Data aefficiently
transferred between the different actors due tgptheence of powerful DMA engines in the CN ASIGaadl as in the
FPGA.

The FPGA Compute Node consists of a Xilinx Virtéxchip directly connected to the RACE++ intercornirfabric. In
addition, the FPGA has access to 2 SRAM banks é®0RAM banks clocked at 133 MHz.
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Figure 3 : Architecture of the VantageRT- FCN

The internal structure of a Virtex-Il FPGA is degid on Figure 4. It basically consists of a collattof elementary
components tied together by a fast grid interconnBwose components are of various predefined ty@mnfigurable
Logic Blocks (CLB), Block RAMs (BRAM) and fast migtiers. BRAMs can be used as data caches to hold
projections or parts of the reconstructed volumeB€£are intended to provide support for all logieald arithmetic
operations.
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Figure 4: Block Diagram of the Xilinx Virtex-2 FPGA

-
-
-

2.1.4 GPU board

For the purpose of this study we have used an aM8H0 based board whose block diagram is depiatdeigure 5.
The GPU is connected to the host PC processorghrauPCle bus and receives the data and commanitgssbver
this bus. Those command strings are typically oeggd by the host application as rendering actispsgifying
textures and vertex data. They are translated @fiyttby the appropriate GPU driver software.

The vertex shaders are located first stage of itfipe to perform per vertex transformations arelf&ence connected
to texture and vertex caches. The second stagkeopipeline consists of a collection of pixel shader fragment
processors. They apply the same program to a tiolteof pixels in parallel.



Figure 5 : Block diagram of the G70 nVidia GPU

2.2 Algorithm

We consider a cone-beam backprojection of type

f(r) = daw?(a,r)p(a,u(a,r),v@a,r))

With
u(@,r) = (CoX + oY + CppZ + o), 1)
v(a,r) = (CoX+ ¢,y + ¢,z +c)ma,r)
1
ATy
Where
¢ =¢(a)

Here,f is the reconstructed volump,is the projection data sampled by the detectongatbe trajectoryr = (X, y, 2)
denotes the voxel location,is the trajectory parameter anéndv are the detector coordinates of voxelk projection
anglea.

The coefficientscy=cj(a), that define the perspective transform from tleedtor into the volume, are arbitrary
functions of the projection parametarin general. And/« a, r) defines the distance weight function.

A direct implementation of the Feldkamp algorithetetmines ther andv coordinates of the voxel= (x, y, 2) for a
given projection geometry, performs a bilinear iipt#ation of the four neighbor pixels to compute ttontribution of
this specific projection to the considered vaxel

3 IMPLEMENTATION

3.1 Implementation principles

The reconstruction of the volume can be implememeadany different ways; for instance, one coulktseto process
the voxels following x, y or z as the primary amisprocessing. The z dimension offers most intarggproperties in
terms of optimization of the processing and wascatel as the primary processing axis.
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Figure 6: Decomposing the volume in Slabs

Similarly, processing the projections to recondtithe global volume makes best use of the hardweseurces (e.g.
registers for processors, BRAM for FPGASs) whes itarried out on sub volumes of regular shape asthe cube.

For the above mentioned reasons, the overall rémmti®n method is based on the division of theuwad to
reconstruct in slabs, as shown Figure 6, eachtsaliy processed as small cubes.

The complete reconstruction of a slab requireshallprojections. However, each slab does not requomplete full-

sized projections. As shown in Figure 7, the s@faeeded to reconstruct a slab is contained irctarrgular shape.
When the side of the reconstruction volume is palréd the detector plane, the projection of thebsbf slices is a
rectangle. At other projection angles, the progectf the slab is a hexagon. The height of the f)@xas greatest when

the diagonal of the slices is perpendicular todéctor planeThe height of the hexagon is also largest atdpeand

bottom of the reconstruction volur
Figure 7: Subset of projection data

The software has been designed to take advantatjesd properties to reconstruct the complete velubherefore,
only the relevant surface of the projections aedlusr the reconstruction of one slab.

Rectification-based or hybrid methods are in usspeed up the backprojection proéedthey have demonstrated
significant performance gains over direct methdde trick consists in taking advantage of the rgdang and bilinear
interpolation of the projection data to realigriatan ideal detector geometry (Figure 8), in otdeonly use a nearest
neighbor approach during the backprojection, sagisgynificant number of cycles per point.



Figure 8: Rebinning from real to ideal detector

3.2 PC Reference

The PC-based code implementation is of the hylirid kn terms of first performing a detector alignmebased on up-
sampling and bilinear interpolation, followed by@xel-driven backprojection based on nearest neighiterpolation.

The proposed platform can backproject 512 projestion a 512volume in 3.21 minutes.

3.3 FPGA platform

FPGAs do not hold dedicated hardware for perforntimg interpolation. However, most of the FPGA chipzsre
significantly more processing power than 10 captaed. Therefore, it is usually more efficient taypthe extra cost of
performing the interpolation than to use a hybrietimod that inherently loads the 10 busses more divaéct methods.

Implementing the backprojection on the Mercury fplah requires several different steps. Since thal &pace of the
memory accessible by the FPGA cannot hold all tisgeption data and all of the reconstructed voluthe,raw data
has to be cut into slabs. The data transfers cawdsmized in such a way that they overlap withghecessing of the
previous slab. Once the raw data is present irl lmegmory, projection data is brought into the BRAithe FPGA,;

several projections can be handled at the samedimdemulti buffering can be used for overlapping tlata transfers
with processing time. FPGA internal BRAMs also hsidall cubes from the output volume onto whichrte data is

projected on. Once all the cubes from a slab haes Iprocessed, the considered slab is sent bawist@lization and
the FPGA program resumes execution on the next i§laby.

A complete description of the first implementaticen be found in [4]. This platform performs themeastruction in
fixed point math and is capable of backprojectifig Hrojections on a 5¥2olume in ~25 seconds.

3.4 GPU platform

Graphical image processing requires extraordinatg desampling capabilities. Therefore, most mod&ptJs assist
the processing elements with specialized circdiryperforming interpolations. Consequently, it reaKittle sense to
try to accelerate the backprojection through treeafdybrid methods.

Implementing the backprojection step on a modertJ @ke an nVidia G70 consists in loading the relavpart of
each projection as texture data. Newest GPUs nowe lemough memory to hold both a 82®lume and 512
projections. Nevertheless, the reconstruction teglinbased on slabs allows addressing larger prebénd does not
influence the performance of the backprojectionwedkept this mechanism in place.

The basic step of the backprojection consistskimgpa given slice in the volume, i.e. one xy plamnel to consider it as
the render target. A given projection is then readeonto this slice with the pixel shaders, theuandation taking
place through simple blending of the results oftessive backprojection steps. Accounting for tife, r) coefficient
is made through the definition of a mask that hasame size as the considered projection data @ldd pixel wise
the coefficient to apply.

This platform performs the reconstruction in flogtipoint math and can backproject 512 projectiona 613 volume
in ~37 seconds.



3.5 Cell platform

Implementing a Feldkamp backprojection on the CRIAststs in distributing the tasks between the msiog
elements of the CBE processor. Using the PPE aanager of the reconstruction process while the SP&dedicated
of performing the real reconstruction task is thpraach we have selected.

Since the LS limit of 256 kB per SPU does not allbelding the complete volume, we have used a hibieal
memory layout to tile the volume into small subwmks of 32 voxels. Such a sub-volume occupies half of the LS.
The remaining 128 kB are used to hold the codesthek, to hold the subset of the projection thatdtually needed
for the computation of the contribution of that jeaiion angle to the considered subvolume. Thisssubas been
produced during the alignment operation.

The application is designed in such a way thatJemtie SPE is busy rebinning and backprojectingfitisé raw data
buffer, the DMA of the next raw data patch was\actiwWe thereby achieve to fully hide the data tiematency
behind the perspective backprojection process. pliorm is capable is backprojecting 512 projetsi on a 512
volume in ~17 seconds.

4 RESULTS AND DISCUSSION

4.1 Image quality

We have run the different implementations agaihst $ame data set and obtained clinical quality n&tcocted
volumes for all of them. Figure 9 gives a typicabmples of the kind of quality those implementasi@ilow for. It
depicts different views of the reconstruction ofnause scanned with a micro-CT-scanner TomoScope\B8sIP
GmbH, Erlangen, Germany)..

Figure 9: Reconstruction of a mouse

However, there are slight differences to be obskhetween the different volumes and they can bentaare of at
minimal processing expenses.

The FPGA version performs all of its computatiorfixed point. Floating point math cannot be congéde even on
modern chips. All of the math has to use a fixethpprepresentation with the inherent limit impodsdthe width of

the multipliers embedded in the Virtex family chig8 bits for the Virtex-2 Pro. There is still thessibility to cascade
multipliers to reach better accuracy but the resultn out to be inefficient in terms of performan@he best way to
overcome this kind of problems is to carefully desthe computation pipeline in order to keep thioée which are

relevant to the dynamics of the signal and to rdit@mn the input data so that extreme values dcogotr.

The GPU reconstructed volumes show the same kiigsoés but at a reduced level. This is mainlytdutbe act that,
however close to IEEE floating point standards, tleating point processing on an nVidia GPU stiishsome
deviations with respect to the standard. It takesform of incorrect handling of exceptional casas;h as Not A
Number (NaN). One can use the same technique topditioning the input data so that these kind>afeptions do
not arise. It is rather easier than in the FPGAecaBice the conditioning has only to take carexafeptional cases,
while the accuracy of the implementation has t¢atien into account for the FPGA case.

The Cell implementation suffers to a low degreerfimaccuracies related to the computations of egéminstead of
real values for operators like divide, square mud exponential. The estimates turn out to be ateuup to the
digit after the floating point. Some special caaesow angles require more accuracy and Raphsontdtekinds of
algorithms can be employed to overcome this issue.



4.2 Performance

At the time of writing, it appears that the Cellopessor offers the best performance over all otlesigned
architectures. It should be obvious that we are awhparing apples to apples, i.e. using the bestiores in the
different technologies. The Cell processor and@®fdJ we have selected count among the most receimdigies
available on the market. The Virtex-Il is definitetiot among the most recent FPGA packages and Gheeference
platform certainly has more powerful successors tie Dual Core and Quad Core processors.

The newest Virtex-4 and Virtex-5 can run at clopkeds around 500MHz, almost five times faster thansersion we
have investigated. Moreover, Xilinx proposes desitm implement DDR-2 interfaces on the Virtex-4 afidex-5
chips, hence giving the same increase of 5x inopeince for the memory subsystem. Without considethe
increase of real estate of the newest FPGASs, aaase in the performance factor of 5x is the barénmum to expect.

The real performance increase of DualCore and @aé architecture is more difficult to estimatethe case of the
FPGA, we know that all of the devices can run affdster. In the case of multicore processors, thg the 10 and
memory access resources are shared and distribut@ehcessor designer dependent. Nevertheless, withra 4x

performance improvement, a quadcore system doesoma¢ close to the performance of a Cell processar GPU,

not to mention the newest FPGAs.

We have investigated to implement the same alguorith different generations of GPUs though. To nex$¢nd one
can observe a performance increase with newerorersHowever, most of the changes in the GPU a&ctites are
kept secret by the manufacturers and hidden ifGRg driver, executed on the host. We believe thatperformance
of the backprojection can be enhanced to matchpérrmance increase of newer GPUs, at the expehseme
investigations and potential re-engineering of $hé/.

The CBE processor has a road map. It is unclear thewnext generation of Cell processor will lodkeliand how
much the instruction set will have changed, nanemtion how the individual instructions are pipetinand dispatched.
On the other hand, those types of changes onlgtafie most optimized code, for which modern compitake away
most of the burden.

4.3 Complexity

There are different levels of complexity to be ddased when one thinks of developing a reconstuctilgorithm on
a given platform. The first relates of course te tomplexity of developing the algorithm and get #uequate image
quality. The second relates to the design of thetesy hosting the reconstruction processing partmeSo
implementations call for multi chassis platformghatomplex interconnects while others need adequadéing and
power supplies. The third and final aspect reldateshe engineering effort required to keep up witle latest
technology in order to replace failing parts in fieéd, once the failing part has been end of lifgcthe manufacturer.

From the software implementation section of thipgraone can take that the most obvious and shadgiementation
has been done on a PC. The Cell offers a multiceengulatform which is very comparable to multi-camgrs such as
those developed by Mercury Computer Systems witicRWay, RACE++ and RapidlO. Even though all GPU Hoar
support OpenGL and DirectX, the level of efficierfoy different GPU boards vary a lot, even wherytbeme from
the same manufacturer. The internal features, aac¢he structure of the 2D texture caches, areshidinl the developer
for many reasonable reasons. However, the resuthdas performances are not predictable across ®B&ard
generations. The implementation section also shbatsthe coding of reconstruction algorithms atetanore difficult
on FPGASs, mainly because they don't offer floatpawint operators and that operators such as multihisde, sine
and cosine. Those functions have to be coded d&afipn dependent Look Up Tables (LUT).

The GPUs are intended to be the graphical processopanion in every PC. Therefore, most of the moéCs can
accommodate the presence of a modern GPU, for pawpgly and cooling. Consequently, all reconstarctiardware
that fits in the same {cooling, power supply} erogg¢ can be hosted in the same host PC. The CABdwasdesigned
to fit into that envelope and can be hosted in mogern PC. FPGA based boards are subject to tp@atien of the

designer. FPGAs traditionally draw less power thagh clocked devices as a GPU or the CBE proceasdrare

indeed easier to cool. However, FPGA board recgpexial attention to ensure their power and coalagirements
are within the specifications of the host.

However much the host processors have been evabviegthe last years, they remain all compatiblgnvwach other,
most of the time, even binary compatible. That nsetfiat a given executable, produced with a givasioe of tools
for a given version of processors is likely to wark many subsequent processor versions withoutvarméon.
Therefore, PC based implementation also offer #&t Bolution for field repairs and upgrade whenswering the
maintenance costs. FPGAs and the Cell processodemigned to stay active for many years and ingregose a
valuable alternative for accelerating medical imegonstruction. GPUs represent the device farhdy has the most
variability in terms of architecture, structure,fgation Programming Interfaces and drivers.



5 CONCLUSION

We have investigated the implementation of a CoearB reconstruction algorithm on various platforil.basic
building blocks, GPU, FPGA and Cell are availabid aan deliver the appropriate image quality, ayivg degrees of
effort though. Depending on the evaluation critetige winner between FPGAs, GPUs, multi-core b@&gdand the
Cell processor may differ. However, the Cell Broaulth Engine proposes a fully programmable architecaccessible
from high level programming languages such as €.involvement in the gaming industry predicts aglderm
availability of the parts for realistic field degiment and maintenance in hospitals.
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