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CMOS Devices hitting a scaling wall

Air Cooling limit : ;
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Sea change in chip
design: multiple “cores” or
processors per chip

10 -
25%/year

1 .: T T T T T T T T T T T T T
1978 1980 1982 1984 1986 1988 1990 1992 1994 1996 1998 2000 2002 2004 2006
 VAX . 25%/year 1978 to 1986

* RISC + x86: 52%/year 1986 to 2002
* RISC + x86: ??%/year 2002 to present

3 © 2006 IBM Corporation



Processor Performance

Used to be all about increasing the number of instructions per unit time

— Pipelining, multiple issue, branch speculation and caching
Main memory latency is almost 4000 instruction slots

Latency induced bandwidth limitations

— Much of the bandwidth to memory in systems can only be used
speculatively

— Diminishing returns from added bandwidth on traditional systems
Memory latency penalties drive inefficiency in the design
— Sophisticated and expensive hardware to try and deal with it

— Programmers try to gain control of cache content, but are hindered by
the hardware mechanisms

What can be done so that software can better tolerate memory latency?
— The usual stuff has low marginal performance per transistor
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CBE:Heterogeneous Multi-core Architecture

Memory Interface
16 Bl/cycle

25.6 GB/s (1.6 Ghz)
2 GB Max. Capacity
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Power Processor
O/S &General Code

On chip coherent bus
96B / cycle bandwidth
2 Rings in each direction

Y
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8 SPE
Vector & Streaming

I/O Interface
Reconfigurable
Can be coherent
16 B/cycle x 2
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User-mode architecture

No need to run the O/S
No translation/protection within SPU
DMA is full Power Arch protect/x-late

Not just a coprocessor, has its own PC

RISC like organization

32 bit fixed width instructions

Dual Issue, 11-FO4 design

Broad set of operations (8/16/32/64)
VMX-like SIMD dataflow

Graphics SP-Float, IEEE DP-Float

Large unified register file

128 entry x 128 bit (I&FP)

Deep unrolling to cover unit latencies
256 KB Local Store
Flexible DMA Engine

Improve effective memory bandwidth
improving latency tolerance
Improve utilization of moved data

SBI Vector Load/Store w/ Scatter Gather

14.5mm?2 (90nm SOlI)



Never misses
Both instruction fetch and data
No tags, backing store, or prefetch engine
Predictable real-time behavior
Less wasted bandwidth

Easier programming models to achieve very high performance
Level of software controlled memory hierarchy
Local Memory
Stream buffers
Vector register file

Software managed caching
Different data types can have different:
Caches — no collisions
Replacement policies, Line sizes, Associativities
Much higher hit rates than w/hardware caches

DMA'’s are fast to setup
almost like normal load instructions
Can move data from one local store to another
No translation from SPU ports
Multiuser operating system is running on control processor

Can be mapped as system memory - cached copies are non-coherent wrt SPU
loads/stores



DMA & Multibuffering

DMA commands move data between system
memory & Local Storage

DMA commands are processed in parallel with
software execution

Double buffering

Software Multithreading

16 queued commands - up to 16 kB/command

Up to 16, 128 Byte, transfers in flight on the on
chip interconnect

Richer than typical cache prefetch instructions
Scatter-gather

Flexible DMA command status, can achieve low

power wait

HPC: Vector-load/store -> DMA Get/Put
Reschedule code for VRF = Local Storage

Unrolled:
vid A
vmult A
vstore A
vid B
vmult B
vstore B



SPU Frequency

90nm
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Algorithm 3.2GHz *| 3.2GHz | IPC/SPE | Rel. Perf.
CBE
Terrain Rendering Engine 0.85 fps 30 fps 35X
Transform-Light 128 8x217 1.5 13x
MVPS MVPS
MPEG-2 decode (SDTV)| 354 fps | 8x329 fps 0.8 X




Algorithm 3.2GHz *| 3.2GHz | IPC/SPE | Rel. Perf.

CBE

AES ECB encrypt 1.03 Gbps 8x2.06 16X

128b key Gbps

AES ECB decrypt 1.04 Gbps| 8x1.5 1.8 11x

128b key Gbps

TDES ECB encrypt 0.13 Gbps 8x0.17 10x
Gbps

DES ECB encrypt 0.43 Gbps| 8x0.49 Ox
Gbps

SHA-1 0.9 Gbps| 8x2.12 18x

Gbps




Algorithm 3.2GHz *| 3.2GHz | IPC/SPE | Rel. Perf.
CBE

single precision 25.6 25.6 1.96 8x
matrix multiplication GFlops Gflops

single precision 25.6 156 1.64 6X
Linpack 4k x 4k GFlops | GFlops

double precision 7.2 9.67 0.3 1.3x
Linpack 1k x 1k GFlops | GFlops

single precision 1.2 46.8 24X
FFT-16 M GFlops | GFlops

1 SPE is often about as powerful as a 3.2 GHz*

Some times more

4 SPE fit in the area of a 3.2GHz*




Hybrid Processor vs. Traditional General Purpose Pr  ocessor in Area
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ATI

HPC Intel AMD R580 nVidia
Cell Cell Clovertown Winsor+ X1950 G80 GTX
Technology used in comparison (nm) 90 65 65 65 90 90
Chip Transistors (million) 241 250 582 205 384 681
Chip Area (mm?) 235 212 2x148 127 352 480
Chip Power (Watts) 110 100 120 92 200 177
Chip Freq (GHz) 3.2 3.2 2.7 3 0.650 1.35
Cores per Socket 1+8 1+8 4 2 48 (512 128
Threads)
SP Gflop/s per Socket 25+204 | 25+204 86.4 51.2 374 350
DP Gflop/s per Socket 13+20 | 13+100 43.2 12.8 0 0
SIMD yes yes yes yes 48 yes
MIMD
SP Flop/s per Watt 2.1 2.3 0.7 0.6 2.1 1.95
per mm? 1.0 1.1 0.3 0.4 1.1 0.7
DP Flop/s per Watt 0.3 1.1 0.4 0.14 0 0
per mm?2 0.14 0.53 0.15 0.1 0 0

Cell often performs closer to peak than others

SIMD reduces control area -> allowing for more storage

Still competitive Flop/s per ...




Double Precision

3.2 GHz Cell Speedup/Power Efficiency

VS.

Machine Cell+ | X1E |AMD64]| Itanium 2
Clock (GHz) 3.2 1.13 2.2 1.4
Mem. Band. (GB/s) | 25.6 34 6.4 6.4
1/3.8 0.8 3.7 2.7
GEMM 1/3.1 2.4 8.2 8.8
2.7 8.4 8.4
SpMV 8.0 18.7 273
Stencil 1/2.8 1.9 12.7 6.1
1/2.3 5.7 28.3 19.8
1/2.3 1.0 4.6 3.2
1D FFET 1/1.9 3.0 10.2 10.4
1/2.6 0.9 5.5 12.7
2D FFT 1/2.1 2.7 12.2 41.3




Samuel Williams, Leonid Oliker, Parry Husbands, Sho  aib Kamil and Katherine
Yelick, of Berkeley Lab's Future Technologies Group and by John Shalf from
NERSC

"Overall results demonstrate the tremendous potenti al of the Cell architecture for
scientific computations in terms of both raw perfor mance and power efficiency,”

"We also conclude that Cell's heterogeneous multi-co re implementation is
inherently better suited to the HPC environmenttha  n homogeneous commodity
multi-core processors."

“Analysis shows that Cell’'s three level software-co ntrolled memory architecture,
... provides several advantages over cache-based archi  tectures”

“kernel performance is can be extremely predictable ”

“long block transfers can achieve a much higher per centage of memory
bandwidth”

“communication and computation can be overlapped m ore effectively than
conventional cache-based approaches”



Challenge

Comment

1 Peta Flop/s

Sustained performance on Double Precision Linpack

2GB Memory Cap. Limit

Very difficult to load large data sets

25.6 Gflops DP/BE

Need at least 39k Cell BE for 1 PF/s

13 Cycle DP Latency Exceeds SPU pipeline depth
In-order write back requires 6 cycle stall
Prevents dual issue with DP instructions

IEEE compliance for DP

IEEE compliance is difficult to achieve with current
design and is not supported by current SDK

Denormal Inputs -> 0
Default NaNs

DP Compare

Up to 10% performance is lost in DP compare
emulation code.




Challenge

Response

1 Peta Flop Sustained

LANL RoadRunner

2GB Memory Limit

DDR?2 allows upto 16 GB

Still want 25 GB/s

Upto DDR2-800
Many more pins

25.6 Gflops DP/BE

13 Cycle DP Latency
6 Cycle Stall
No Dual Issue w/DP

102 Gflops DP/BE

9 Cycle DP Latency
Fully Pipelined DP
Dual Issue w/DP

2-way SIMD
eDP

old
DP

FWD

IEEE compliance

Denormal Inputs -> 0
Default NaNs

IEEE compliance is improved

Denormal Support
Expected NaNs

Up to 10% perf. In DP
Compare Emulation

5 new DP compare
instructions — SPU ISA v1.2




Demonstrate 1 PF sustained
performance in 2Q08 and deliver a
system for production system in 3Q08

IBM Global Engineering Solutions is
responsible for Development,
Manufacturing, Maintenance and
Support of the RR system

TriBlade is not currently in the IBM
Blade Center product plans

it may be added at a later date

This system is a Custom IBM
Machine Type

Not an generally available product
Limited Availability through IBM GES

Blade chassis (3 TriBlades):
Host: 43.2 GF & Cell: 1.23 TF
PCle x8 on 2xHTx16, IB x4

IB4X DDR

1st stage switches
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Real-time Ray Tracing

RTT AG provides a high-
performance, real-time ray tracer,
RealTrace, as part of DeltaGen,
their software for complex 3D
visualization. A leading global
provider of visualization in the
automotive, aerospace and
consumer goods sector, RTT
created the ray tracer using the
RapidMind Development
Platform running on graphics
processing units (GPUSs). This
application was then
demonstrated at SIGGRAPH
2006 on the Cell Broadband
Engine, achieving excellent
performance.



IRT: An Interactive Ray Tracer for the Cell BE™ Processor
Barry Minor, Mark Nutter, Joaquin Madruga, IBM



During SC2005 in Seattle IBM and Fraunhofer
showcase the first CBE based Cluster with
Fraunhofers record breaking visualization software
PV-4D. Interactive Volume rendering of a beating
hearth and of a filling process are shown with hig h
resolution and in stereo.

Dr. Carsten Lojewski e.a.



ADVANCED FEATURES FOR THE PS3

While the CBE microprocessor does most of the calcu lation processing

of the simulation, the graphic chip of the PLAYSTAT ION 3 system (the RSX) displays the
actual folding process in real-time using new techn ologies such as HDR and ISO surface
rendering. It is possible to navigate the 3D space of the molecule using the interactive
controller of the PS3, allowing us to look at the p rotein from different angles in real-time.

.... we will likely be able to attain performance ont he 100 gigaflop scale per computer.

Courtesy Dr. V. S. Pande, folding@home Distributed Computing Project, Stanford University



www.digitalmedics.de

Multigrid Finite Element Solver.

First of its kind technology with
Cell BE™ processing power.
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Courtesy Dr. Martin Wawro



